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Abstract
In our research on post-tabletop multi-tablet sensemaking,
we found that users working with tablets can be equally ef-
fective as those working with a large tabletop [26]. However,
they also can have difficulties with using multiple tablets
in parallel for multiple coordinated views and with assign-
ing content, visualizations, and functionality across devices
or team members [18]. We briefly summarize these find-
ings from our user studies and prototypes and propose the
potential solution of making post-tabletop multi-tablet visu-
alization systems more spatially-aware [19, 20]. In future,
spatially-aware systems could not only detect the spatial
locations and configurations of users and devices but also
use machine learning approaches to learn which visual-
izations and functions are most popular or helpful in spe-
cific spatial contexts. By this, systems could possibly learn
over time and ideally make helpful recommendations for the
choice of devices, views, and functionality and how to better
manage multi-tablet visualization.
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Figure 1: Examples of multi-device/cross-device systems for visualization from our work: HuddleLamp [19] (left), our prototype for collaborative
visualization of OECD data [18] (center), more recent experiments with combining tablets with a Microsoft Surface Hub 84" multi-touch and
pen-enabled 4k screen (right).

Introduction
We are witnessing a growing interest in “big data” [17] with
the general goal of establishing more data-driven decision
making and management processes in businesses and
other organizations [15]. Achieving this promise of “big im-
pact from big data” also includes a more effective use of
interactive data visualizations [2]. Although there is a grow-
ing number of easy-to-use visualization tools for end-users
(e.g., Tableau1, QlikView2, Power BI3), the practice of in-
teractive data visualization still remains a demanding and
complex undertaking, particularly for those who are non-
experts or have not received formal training on how to read,
interpret, or create effective data visualizations.

USIVIS Goal #1: Post-WIMP
Visualization
In our project, we observed
that real-world data visual-
ization increasingly happens
outside the office, collabora-
tively, and often with multiple
devices. This includes, for
example, meeting rooms
with large touch-screens for
collaborative data-driven de-
cision making such as SAP
Digital Boardroom, or factory
shopfloors where sensor and
event logs are visualized on
tablets and touch screens of
manufacturing machinery to
optimize process parameters.
We follow the example of
post-WIMP visualization re-
search such as [7, 9, 10, 14]
and look at new input/output
devices to integrate data vi-
sualization into post-desktop
work environments. Thereby
it is noteworthy that none of
our industry partners had
considered or will consider
interactive tabletops for this.
One partner is planning to
purchase Microsoft Surface
Hub screens, but projec-
tors, laptops, and tablets are
clearly preferred. There is
great interest in further work
on ad hoc device ecologies
spanning these devices [21].

In our research project USIVIS4, we therefore pursue two
research directions (among others) to facilitate data visu-

1Tableau Software, http://www.tableau.com
2QlikTech International AB, http://www.qlik.com
3Microsoft Corporation, http://powerbi.microsoft.com/
4Project “User-Centered Interactive Visualization of Big Data” spon-

sored by the Austrian Resarch Promotion Agency FFG, http://usivis.org

alization and to ideally achieve “fluidity” or “flow” [3] when
visually interacting with data: (1.) Extending data visualiza-
tion beyond the desktop into post-WIMP 5 environments;
(2.) Reducing users’ cognitive load. (See sidebars for fur-
ther details.)

Our vision comprises multi-device systems that enable
users to distribute multiple coordinated views across many
different devices. At any time users can choose between
multiple tablets, laptops, desktop PCs, or interactive walls
and combine them as needed (see Figure 1). By enabling
a seamless distribution of visualizations and functional-
ity, users can more efficiently exploit device-specific af-
fordances. For example, tablets can be used to store and
hand over intermediate personal results while a large in-
teractive screen is used to collaboratively explore data as
a team. These systems ideally combine the micro-mobility
and power of mobile devices (e.g. high resolution touch
screens) with familiar around-the-table collaboration.

5post-"Windows, Icons, Menus, Pointer"
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Usability of Multi-tablet Visualization
In our research on multi-tablet visualization systems, we
found that users only reluctantly make use of multiple co-
ordinated views across different devices. More generally
speaking, users had difficulties with improving their effi-
ciency by involving additional devices and assigning visu-
alizations and functionality to these devices or other team
members. We attribute these difficulties to two larger under-
lying problems:

USIVIS Goal #2: Reduce
Users’ Cognitive Load
In the past, our team has ex-
tensively compared different
visual designs of static busi-
ness graphics in eye-tracking
studies to better understand
which designs are easier
to interpret, have a better
cognitive fit [5], and therefore
cause less eye saccades,
less eye fixations, less cog-
nitive load, and lower error
rates during experiments.
Furthermore, they have ex-
plored what user-specific
factors (e.g., experience,
working memory capacity,
spatial ability, cultural back-
ground) contribute to the
effectiveness and efficiency
of these visualizations [5, 4].
In USIVIS, we now move
from static to interactive data
visualizations. We try to
design the necessary inter-
action techniques in such a
way that the interactivity does
not unnecessarily increase
cognitive load during sense-
making. The interactions for
visualization management
(e.g., managing different
views, devices, filters, visu-
alization parameters, data
sources) are necessary but
should always stay sec-
ondary tasks.

Problem #1: Multiple Views on Multiple Devices
Although multiple coordinated views with linking and brush-
ing are powerful tools for data visualization, we have ob-
served in our studies that novice or occasional users strug-
gle with their effective use. Participants had the tendency
to focus only on a single view/device during a task and dis-
regarded the potential benefit of using multiple views, even
when they had successfully solved tasks with multiple views
before. If intended or not, they regularly underused multiple
views on multiple devices, even when the given tasks would
have clearly been easier to solve with them.

We investigated this in great detail in our study of collabo-
rative sensemaking for CHI 2017 (see Figure 1, center) in
which we asked pairs of users to use up to six tablets per
pair to answer questions about socio-economic data of Eu-
ropean countries using multiple coordinated maps, parallel
coordinates plots, and data tables [18]. The optimal number
of tablets that we determined for answering these ques-
tions ranged from four to six tablets per pair. However, the
average number of tablets that were actually used was ap-
proximately two per pair with one tablet per user as most
frequent configuration.

Our interviews revealed a “legacy bias” that introduced cog-
nitive barriers for using more than one tablet per user. Many
participants likened the tablets to the screens of desktop

PCs and therefore found it unnecessary or overburdening
to use multiple tablets with multiple views since they would
also use only one or two screens in parallel at home [18].
They considered tablets as multi-purpose “computers” and
not as parallel views that can be used to compare or store
intermediate results, to hand them over to others, or to ar-
range them spatially on a table.

In our work, we therefore want to address this problem by
helping users to experience the benefits of multiple views
and devices, e.g., by letting the system make helpful sug-
gestions for how to involve more devices and different visu-
alization types. Ideally, users receive helpful suggestions
about how many devices and views to combine and which
visualization types and data to choose from.

Problem #2: Cross-device Interaction Techniques
When interacting with multiple devices or views in paral-
lel, users prefer cross-device interaction techniques that
are close to users’ real-world experiences from their every-
day physical and spatial environment, e.g.,“pick, drag, and
drop” or flick (see sidebar next page) [19]. For example,
they would like to transfer digital content how they would
pick up a physical Post-it , move it with to its destination,
and simply stick it there. Although many operating systems
now support application sharing and data exchange among
devices in some way, really simple and natural cross-device
interaction techniques like “pick, drag, and drop” or flick are
still confined to research prototypes (e.g. in [19]) and do not
play a role in practice.

In general, today’s cross-device interactions still require a
too large “cognitive overhead” for managing the necessary
network connections, applications, or operating systems.
Transferring content or views between devices often re-
lies on email, messaging, or cloud storage services that
introduce considerable latency and the constant need for



logging in and out of networks and apps during collabo-
ration. Seamlessly distributing content and functionality
across device boundaries with a few natural interactions is
still far from the norm. Competing technological standards
and the lack of interoperability lead to cumbersome cross-
device interactions that are still far less usable in practice
than the multi-touch gestures when sharing a single interac-
tive tabletop.

The cross-device “pick,
drag, and drop” (top) and

“flick” (bottom) interaction
techniques in HuddleLamp.

Figures taken from [19].

Solution: Spatial Awareness to Increase Usability
In our work, we found that users would generally prefer
spatially-aware over spatially-agnostic cross-device interac-
tion techniques [20]. For example, to move content or func-
tionality among devices, they would rather flick content from
the source device to the destination device with their fingers
instead of choosing content and devices from touch menus
using symbolic, non-spatial device IDs or color mappings.
This also became evident during our experimental compari-
son of different cross-device interaction techniques in which
the spatially-aware Edge Bubbles technique proved to be
more efficient and less demanding than spatially-agnostic
touch menus [20].

The desire for a more spatial interaction and management
of multiple devices is not surprising in the light of our highly-
developed human spatial abilities and the importance of
space for human cognition. For example, Kirsh discusses
how our cognition strongly relies on space and that spa-
tial configurations of objects can help us to offload cogni-
tion from our mind into the physical world, e.g., by creating
meaningful configurations of objects such as “production
lines” that remind us of the objects and steps of our work
[12]. Greenberg et al. were inspired by Edward T. Hall’s
concept of “proxemics” from anthropology and they discuss
the great influence that spatial proxemics (i.e., the five prox-
emic dimensions in Figure 2) have on our human social

Figure 2: The five dimensions of proxemics. Figure from [6].

interactions and how we can better exploit them in design-
ing human-computer interactions for cross-device systems
[6, 16]. Last but not least, Jacob et al. discuss our “environ-
ment awareness and skills” as one of four key human abil-
ities that should be exploited when designing post-WIMP
reality-based interactions and that can help to reduce cog-
nitive load [8]. All this work points towards the importance
of spatial awareness for multi-device visualization systems.
Therefore our intention is to use spatial awareness not only
to provide better cross-device interaction techniques (prob-
lem #2) but also to let our systems learn about the most
popular visualizations for different spatial configurations,
so that they can make helpful suggestions for how to use
multiple views and devices (problem #1).

Sensing Space, Users, and Devices
A prerequisite for any form of spatial awareness is a sys-
tem’s ability to sense the proxemic dimensions (see Fig-
ure 2) between all involved devices and users. Our low-cost
HuddleLamp system [19] was developed for this purpose
and enables developers to build their own spatially-aware
multi-device applications with HTML5/JavaScript6. Huddle-
Lamp uses a depth camera that is integrated into a desk
lamp to continuously track the location and orientation of
smart phones and tablets on a desk. Additionally, it enables
developers to track users’ hands above the table to enable

6HuddleLamp project website, http://huddlelamp.org

http://huddlelamp.org


natural spatial interaction techniques such as “pick, drag,
and drop” or “flick”. The great potential of the spatial aware-
ness of HuddleLamp for multi-device visualization and col-
laboration was further explored in the RAMPARTS system
by Wozniak et al. [24] or the GraSp system by Kister et al.
[13]. Like the original HuddleLamp, these systems use spa-
tial information (e.g. the position of a tablet) as additional
input modality. For example, RAMPARTS uses the locations
of tablets to enable flicking content between them. The
graph visualization system GraSp lets users select graph
nodes from a large display wall by moving a tablet close to
these nodes and then displays the associated details-on-
demand on that tablet. Thereby the location of devices or
users is used to contextualize direct input methods (e.g.
touches) and to map them to the intended functionality.

In a next step, we now want to move beyond this direct use
of device locations as an additional input modality. Instead
we propose to interpret proxemic dimensions at a human
scale and to view them through the lens of human inten-
tions and behaviors. What can device configurations and
the proxemic dimensions of devices and users tell us about
users’ intentions and preferences? We hope that by inter-
preting basic dimensions of the spatial context such as
location, distance, orientation as implicit expressions of
higher-level concepts (e.g. intentions, tasks), we can make
systems learn to better understand users’ typical behavior
and preferences. By this, systems could provide users with
more helpful recommendations how to work with the system
and how to involve additional views and devices.

Different configurations for
F-formations. Figure taken

from [22].

Learning from User Behavior in Space
To understand spatial configurations at a human-scale, we
need to introduce higher-level constructs than proxemic di-
mensions in centimeters or degrees, for example Kendon’s
F-formations from anthropology: “An F-formation arises

whenever two or more people sustain a spatial and orienta-
tional relationship in which the space between them is one
to which they have equal, direct, and exclusive access” [11].
There can be different configurations for F-formations such
as vis-a-vis, L-shape, and side-by-side (see sidebar). In
human-computer interaction, Marquardt et al. used ceiling-
mounted cameras and/or radio triangulation to locate users
and devices and to detect F-formations when users are
engaged in a conversation or in an act of collaboration
[16, 25]. They then provide users with simple interaction
techniques to share content and functionality within such
a formation. For example, when in a F-formation, users
can simply hold their devices side-by-side and drag content
from one device to another device [16].

We propose to use this information in a different way. Again,
F-formations are used to detect and classify when and
where devices are used for collaboration. However, we then
want to learn for these specific F-Formations what users
typically do therein. We want to use the current location,
F-formation, and the number of participating users and de-
vices as implicit definition of the users’ current spatial con-
text. For each of these contexts, we then record what the
most popular visualization types and their combinations
are. Whenever users enter a new context (e.g. by chang-
ing to another location or F-formation), they receive a list
of context-specific recommendations for visualizations and
combinations based on their respective popularity in the
past. We provide an early and preliminary description of
this approach in the following, still hypothetical three-step
process:

Step 1: Identifying and classifying F-formations. By us-
ing all available information about the proxemic dimen-
sions of users and devices within the work environment, F-
formations are detected and then classified into one of the



four configurations (see [22]). Additionally, the absolute lo-
cation of the F-formations is used to classify the F-formation
into a few spatial classes such as “at table”, “close to large
display”, “far away from large display”, etc. Furthermore,
F-formations are also differentiated by the number of users
and devices that are involved, e.g., “2 persons, 2 devices”.

Step 2: Observing user behavior for F-formations. In a next
step, the configuration, absolute location, and number of
users/devices of a F-formation are regarded as a context.
The system then tries to learn what users typically do in
each possible context. This means, that while a particular
context exists, the system logs and analyzes all visualiza-
tion types that are used on the devices, which types are
combined as multiple coordinated views, and what parame-
ter sets or filter settings are active. The underlying assump-
tion is that in similar contexts users also have similar goals.
Therefore automatically learning about the most popular
context-specific visualization types, combinations, parame-
ter sets, or filter settings is the basis for helpful recommen-
dations by the system.

Step 3: Context-specific recommendations. The final step
is to provide users with context-specific recommendations
that are based on the most popular usage behaviors for the
current context or similar contexts. It is important to notice
that we do not intend to automatically adapt or change the
UI without the explicit approval of the users. Instead, we
will look into ways of making recommendations in a manner
that is salient enough to be easily recognized and accepted
but not too obtrusive during use. Furthermore, we expect
to present several potentially helpful recommendations in
parallel to leave users with enough choice and control.

Potential Challenges to the Proposed Approach
Among many other, there are a three critical challenges to
to the approach that we would like to discuss during the
workshop: (1) Machine learning algorithms typically require
a large number of cases as training data. Is it at all possible
to arrive at any helpful recommendations by only learning
from the comparably small number of interactions and spa-
tial configurations during collaborative data visualization
sessions? (2) What kind of machine learning algorithms
should we consider? Are there other algorithms that are not
machine learning algorithms in a stricter sense that could
prove to be useful? How does our approach relate to other
approaches for visualization recommender systems or other
self-adapting user interfaces, e.g. [23]? (3) Is our notion of
context, which is entirely based on proxemic dimensions,
F-formations, and the number and configuration of devices
and users, sufficient? Is it at all possible to make helpful
recommendations based on this input or do we need more
elaborate models of users’ skills and preferences how they
are for example used for improving accessibility [1]?

Conclusion
In this paper, we described our experiences with post-
tabletop multi-tablet visualization and identified two prob-
lems: (1) Users’ reluctance to use multiple views on mul-
tiple devices. (2) The lack of usable cross-device interac-
tion techniques. We therefore propose to make multi-tablet
visualization more spatially-aware using machine learn-
ing. We intend to use F-formations to detect and interpret
user/device configurations at a human-scale. By using the
location and configuration of F-formations as spatial con-
text, it becomes possible to learn what the most popular vi-
sualization types, parameter sets, and filter settings for this
context are. This could form the basis for helpful context-
specific recommendations for multi-tablet use.
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